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Physics-based learning for smarter motion controllers
Abstract- The proposed research aims at making robots more autonomous, agile and versatile, by
investigating ways to include learning in the low-level motion controllers so that their “motor skills”
can improve over time and adapt to new situations. A reflexes-based parallel control architecture
and a physics-based feature layers are going to be investigated for the control of ground vehicles.

1

Motivation

In many areas, autonomous robots have the potential for improving task efficiency, safety and
releasing humans of mundane repetitive tasks, for instance transportation (self-driving cars), mining (autonomous trucks, robotized excavation), agriculture, inspection, surveillance and even home
use (autonomous vacuum cleaners and lawn mowers). The more uncertain and unstructured the
environment is, higher capabilities are required for the system to be autonomous and not require a
constant human supervision and frequent interventions. Achieving autonomy in complex environments is a challenge at many levels: perception, cognition, controls, etc. The proposed research focus
on the science of controlling the motion of dynamic systems, i.e. improving the ”motor skills”
of robots, for instance developing control theory and algorithms that can make a self-driving car
learn how to drive in the snow or a robotized excavator learn how to dig and improve over time.

Figure 1: Many applications where autonomous robots are working in complex environments and
would benefit from smarter motion controllers that can learn to adapt and improve over time.

2

Objectives

Long-term (10-15 Years) The global objective of the proposed research program is to universalize the usage of robots through the development of smarter motor-skill algorithms in order to
make them agile, smart and versatile. More specifically, this program will look for a way to include
learning, planning and feedback control into a unified and cogent approach to motion control, which
could lead to a big breakthrough in the fields of robotics and automation [Levine, 2016].
Short-term (5 years) The short term focus will be on three specific but key aspects: 1) Exploring
parallel control architectures to include learning in low-level feedback loops. 2) Accelerating
the learning and universalizing the knowledge through the use of physics-based features. Lastly,
as a case study and experimental validation, 3) using small-scale autonomous vehicles to evaluate
the developed control algorithms for managing uncertain and challenging terrain conditions.

3

Technical challenges and literature review

3.1

Overview of relevant fields
An artificial intelligence researcher in the 80s wrote ”It is comparatively easy to make computers
exhibit adult level performance on intelligence tests or playing checkers, and difficult or impossible
to give them the skills of a one-year-old when it comes to perception and mobility.” [Moravec,
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1988]. Since then, we had a breakthrough with deep learning, that can solve challenging perception
problems such as classifying objects in images [Krizhevsky et al., 2012]. However, applying this
technique to mobility problems is not as straightforward, mainly because it is a type of problem
where we cannot have a big database of “questions and answers” to train a neural
network. Also, pure reinforcement learning approaches for controlling the motion of robots are
usually intractable without approximations, due to the infinitely large state-space of robots with
many continuous degree of freedom, the so-called curse of dimensionality [Bellman, 1957].
On the other hand, model-based control approaches have been highly successful for controlling the motion of complex dynamic systems. State-of-the-art robots have feedback laws and
trajectory generation schemes relying heavily on dynamic models. A typical architecture is generating a feasible/optimal trajectory using either nonlinear programming [Betts, 2010] or search
algorithms [Lavalle, 2006], then stabilizing the trajectory with a feedback law using a linearized
version of a dynamic model (ex: darpa challenge humanoid robots [Kuindersma et al., 2016] and
self-driving cars [Paden et al., 2016]). Using this approach, robotic systems have been able to accomplish incredible feats. However, with this type of controllers, robots don’t improve their skills
over time: they would not get better even after doing the same task a thousand time. Hence, simply
by comparing to our own brain, it is clear that control algorithms could be much smarter.

Figure 2: The proposed research aims at exploring hybrid controllers that would leverage the best of
both worlds and bridge the gap between model-based and data-driven approaches to motion control.
3.2

Specific Research Efforts
One field that successfully combined traditional model-based approaches and the concept of
learning is adaptive control [Åström and Wittenmark, 2013]. With an adaptive controller, the
learning takes place over unknown model parameters. When the learning is done offline, it is usually called identification. An interesting success of the approach was conducted at Stanford with
an aerobatic helicopter, where a local model is identified while an expert fly the helicopter and
then a trajectory optimization scheme is used to conduct autonomous maneuvers [Abbeel et al.,
2006]. Regarding autonomous vehicle managing complex ground contacts, state of the art controllers generally use model predictive control (MPC) where complex tire adherence models can be
considered [Beal and Gerdes, 2013]. Interesting explored learning-based approaches consist of estimating on-line terrain parameters [Iagnemma et al., 2002] and disturbances [Ostafew et al., 2014].
While those approaches are very good steps toward integrating learning in controllers, they are
however limited by the chosen model and controller structure. With adaptive techniques only
some parameters can evolve and the improvement potential is limited. Alternatively,
iterative learning control is an approach where the control signal is learned directly without any
constraints, but addresses only sequences of identical repeated tasks [Bristow et al., 2006]. The AI
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community made some recent effort to use deep neural networks to enable reinforcement learning
for high-dimensional problems. For instance, Google DeepMind created algorithms that can learn to
play simple video games [Mnih et al., 2015] and control simple simulated physical systems [Lillicrap
et al., 2015] directly from raw pixel data. There has also been some recent success regarding the use
of neural networks for manipulation tasks [Levine et al., 2016]. While those works are very promising, pure reinforcement learning is still highly limited due to the very large number of
required training episodes, especially when tackling complex high-dimensional systems and/or
real physical systems with uncertainty. With some applications, the neural network can be trained
with simulations [Tobin et al., 2017], but for many problems the physics is too complex and accurate
simulations are too computationally heavy. Also, the idea of fusioning machine learning and traditional control is generating a lot of interest recently and a new conference has even be created in
the Fall 2017 to bring together researchers working on robotics and machine learning [CoRL, 2017].
While there is some very promising works using a wide range of techniques, we are still missing a
unified and generalizable approach to motion control including planning, feedback and learning; and
there is still many open questions. Compared to adaptive controllers, the proposed research aim at
giving more freedom to the policy learning for exploring new maneuvers and strategies. Compared to deep reinforcement learning the propose approach is aimed at continuously
improving controllers that can initially work with no data at all. More specifically, the two
key novel aspects this program aims to explore 1) a parallel architecture where the learning take
place in the form of situation-specific reflexes, and 2) a physic-based layer approach for fast learning
in scenarios with limited data availability.
3.3 My expertise and recent progress
I first explored a learning approach to motion control during my MS studies, while I was working
with soft robots made of polymer and very hard to model accurately analytically. I developed a
controller that learn experimentally the behavior of the soft robot and then uses this knowledge to
robustly control its position. [Girard and Plante, 2013] [Girard and Plante, 2014]. Then during my
PhD at MIT, in addition to studying traditional robotics (dynamics, non-linear control design, etc),
I did my minor in the machine learning field. I then explored both AI and traditional techniques for
controlling hybrid dynamic systems. More specifically, I developed controllers for robots equipped
with multiple (discrete) gear-ratio actuators using dynamic programming [Girard and Asada, 2016],
a model-based Lyapunov scheme [Girard and Asada, 2017] and compared the two approaches [Girard, 2017]. I also worked on identifying simple dynamic models (i.e. offline learning) based on
experiments with novel data-driven techniques [Asada et al., 2016]. I thus have developed a unique
expertise needed to conduct the proposed research at the frontier of these fields.

4

Methodology

The proposed program is divided into three projects. The first two are oriented toward fundamental contributions to control engineering, while the last aims at validating the developed approaches
with a practical case study. The program will train two doctoral students (PhD-1 and PhD-2), two
master students (MS-1 and MS-2) and four undergraduate interns.
4.1 Parallel control architectures development (Years 1-4, MS-1 and PhD-1)
The first project will explore using reflexes-based control architectures to integrate machine
learning, planning algorithms and feedback laws. The base concept, illustrated at Fig. 3, consist in
a baseline model-based controller, and a learning controller overriding the torque command or the
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reference trajectories in specific situations (i.e. reflexes). MS-1 will 1) review existing architectures,
2) explore novel reflexes-based designs and 3) evaluate them using simple simulated robots. Systems
typically used for benchmarking in the literature (ex.: inverted pendulum) will be used. MS-1 goal is
to provide quantitative performance results (learning rate, ability to find non-trivial solutions, etc)
for comparing multiple architectures. PhD-1 will pursue the theoretical development of the most
promising reflexes-based architecture, and be tasked with developing a methodology to provide 1)
stability guarantees in the context of event-based reflexes and 2) learning convergence conditions.
Both MS-1 and PhD-1 will also participate in the experimental validation of the developed controllers
on small scale autonomous vehicle prototypes, see section 4.3.

Figure 3: A parallel control architecture for leveraging the advantage of traditional model-based
approaches and the power of learning schemes. Here reflexes would override the planner or the
feedback controller in specific situations based on past experiences.
4.2

Physics-based features for learning control laws (Years 3-5, PhD-2)
While deep neural networks can learn good features by themselves, they require huge amounts
of data to do so and the knowledge is very specific and hard to transfer. The second project
aims at investigating if a physics-based features layer (see Fig. 4) can lead to faster learning and
also to knowledge representations that are more universal, i.e. independent of the sensor type
and transposable between similar situations and similar systems. Instead of using general purpose
feature approximations for parameterizing the state-space and control-inputs spaces, PhD-2 will
work on designing features based on dimensionless physically-relevant quantities. For instance,
simple intuitive dimensionless number that are relevant for maneuver selection are the friction
coefficient for a vehicle, the Froude number for a walking robot or the Mach/Reynolds number
for an airplane. Higher-order relevant quantities are not trivial however. PhD-2 will 1) propose
feature designs for ground vehicles and then 2) use small-scale autonomous car (see section 4.3)
to compare experimentally the physics-based filter to alternative approaches, like pure end-to-end
neural-networks and general purpose features. PhD-2 objective is to demonstrate the effectiveness
of physics-based filters to learn with limited data, by showing experimentally faster learning
rates, and make the learned policy independent of the sensing modality, by making cars with
different sensors and sizes share policy improvements.
4.3 Learning to maneuver on uncertain grounds with small scale-autonomous vehicle
prototypes (Years 2-5, Interns and MS-2)
The third project is aimed at both be an experimental proof-of-concept of the concepts developed
by the first two projects and addressing a relevant need (especially in Canada) of the fast growing
autonomous vehicle industry. The goal is to make autonomous cars learn to adapt their driving
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Figure 4: Physics-based features for accelerating the learning and universalizing the knowledge
depending on the ground conditions (gravel, ice, snow, etc). Interns, working in collaboration with
the graduate students, will develop a small-scale autonomous car platform (about 1/10th scale
similarly to MIT’s racecar platform [MIT, 2016]). The car will be based on a off-the-shelf remote
controlled electric car, and retrofitted with an embedded computer and sensors such as inertial
measurement units (IMUs), scanning laser range-finder and cameras. Interns will be tasked with
mechanical design, electrical design and development of a modular software architecture (using
ROS [Quigley et al., 2009]). MS-2 will study specifically the task of driving on uncertain grounds.
He will 1) integrate and adapt the developed control schemes (in collaboration with by PhD-1 and
PhD-2) to the driving context, 2) lead the field tests with the platform and 3) aims at demonstrating
an autonomous car learning situation-specific maneuvers using both the reflexes-based architecture
and the physics-based feature layer.
Risk mitigation strategies: The program is designed such that each sub-project is not dependent
on the success of another. The reflex-based architecture and the physics-based features could be
investigated independently, and could focus on using simulations for evaluation if necessary. Also,
the experimental work of MS-2 with the small-scale autonomous car could focus on demonstrating
only the single most successful technique developed in the program.

5

Impacts

Advancement of knowledge: The proposed research aim at solving fundamental problems
in robotics and automation by investigating new ways to bridge the fields of machine learning and
control theory, and could thus lead to major advancements in those two applied sciences. Societal:
The society could greatly benefit from robotic systems playing a more direct role in our life: selfdriving car making our roads safer, robots releasing humans of many dangerous and repetitive
tasks, etc. The proposed program will develop enabling technologies in terms of robotics mobility.
Industrial: For the industry, especially in Canada, having autonomous vehicles that can manage all
kinds of terrain and weather would be a great advantage for industries ranging from mining, farming,
surveillance and transportation. This research program aims at be the catalyst for future applied
research project in partnership with those industries. Student Training: Because of the relevance
of the applications for the industry and the growing academic interest, I expect graduating students
of this research program to have many interesting opportunities in both industrial and academic
setting. Students with advanced degrees on the topics of robotics, machine learning
and/or autonomous cars are bound for great careers, rarely has the industry been so
interested at recruiting researchers
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Budget

6.1

Salaries and benefits ($244k - 5 Years)
While everyone is expected to work as a team toward an experimental demonstration of physicsbased smart motion controllers, each students will be responsible with its own sub-project:
PhD-1: Development of the reflex-based control architecture (Years 2-4, $21k/year)
- Review of the adaptive control and reinforcement learning fields
- Selection (with MS-1) and optimization of the most promising control architecture
- Development of the mathematical framework to analyze learning rates and stability
- Experimental validation of the proposed approach with the autonomous car platform
PhD-2: Design of physics-based features to accelerate learning (Years 3-5, $21k/year)
- Review of feature design (machine learning field) and dimensional analysis
- Design physics-based features for ground vehicles
- Experimental validation of faster learning rates with the autonomous platform
- Platform independence experimental tests with car using different sensors
MS-1: Comparison of parallel architectures for including learning (Years 1-2, $17.5k/year)
- Review of learning schemes and control architectures for motion control
- Propose novel parallel control architectures for including learning loops
- Systematic evaluation of all approaches using simulation of simple physical systems
MS-2: Experimental field tests (Years 4-5, $17.5k/year)
- Review of control scheme to manage uncertain ground conditions
- Adaptation of PhD-1 and PhD-2 algorithms to the context of driving
- Field tests with the autonomous car platform (with PhD-1 and PhD-2)
Interns (four): Autonomous platform development (Years 1-3, 4 x $12k)
- Hands-on experimental work: design, fabrication, software development and field tests
- Internships will be used to recruit top undergraduates student for pursuing graduate studies
- Internships will be 4-months long to fit in Sherbrooke cooperative program

Figure 5: Time-line of the projects and students
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6.2

Equipment and facility ($18.5k - 5 Years)
The research will be conducted at the Interdisciplinary Institute for Technological Innovation
(3IT) which hosts a machine shop, prototyping machines and test equipments. An amount of
1.5K/year is budgeted to pay for the user fees of these resources. Also, an amount of 6k is budgeted,
for years 1 to 3 of the program, for supporting equipments for the autonomous cars (three laptop
computers, network equipments, battery chargers, etc.) Furthermore, an amount of 5k, for years
4 to 5 of the program, is budgeted for miscellaneous fees regarding the preparation of a suitable
outdoor terrain for field tests.
6.3 Materials and supplies ($30k - 5 Years)
This proposal requests the budget for building a total of five autonomous car platforms. The cost
of materials for state-of-the-art 1/10th autonomous platforms is estimated to be about $6k per car,
using the MIT racecar platform [MIT, 2016] as a reference. Multiple cars are budgeted since over
the course of this 5 year program, the hardware will be evolving to accommodate new technology
and experimental needs. Also, multiple cars will accommodate students working simultaneously
on the programming and/or doing experimental work. Furthermore, multiple vehicles will enable
accelerated large scale data collection.
-

Estimated car price breakdown:
Traxxas car chassis : $550
Nvidia Jetson computer : $600
Hokuyo Lidar : $2500
ZED stereo camera : $600
Stucture camera : $500
Sparkfun 9-axis IMU : $100
Misc. electronics : $300
Custom parts : $850

6.4

Travel ($12k - 5 Years)
An amount of $3k/year, for years 2 to 5 of the
program, is budgeted for traveling to international
conferences. I aim for each of my HQPs to travel Figure 6: MIT’s Racecar Autonomous Platat least once to a leading international conference form (based on a 1/10th scale Traxxas remote
on robotics such as ICRA (International conference controlled electric car chassis)
on robotics and automation) or IROS ( International
Conference on Intelligent Robots and Systems).
6.5 Dissemination costs ($6k - 5 Years)
An amount of $1k/year, for years 2 to 5 of the program, is budgeted for professional proofreading
and editing services, to help producing high quality papers. An amount of $500/year, also for years 2
to 5, is budgeted to cover miscellaneous costs related to publishing such as additional pages charges,
memberships to IEEE for students, etc.
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